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Abstract

We study a repeated credence goods market in which experts provide treatment to customers.

We assume that the history of transactions is recorded on a biased review platform that contains

information only about treatments, and not about non-treatments. We also introduce the notion

of a partial credence good, where treated customers receives a noisy, ex post signal about the

necessity of treatment. Absent such signals, there is a breakdown of the market. We provide a

necessary and sufficient condition on the signals that guarantees the existence of any non-trivial

equilibrium, as well as an efficient one.
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1 Introduction

A credence good is a product or service whose quality is not known to a customer even after

consuming it (Darby and Karni, 1973). For example, if a doctor diagnoses a problem and provides

a patient with treatment, the patient may not know whether the treatment was necessary or

whether there was no serious problem in the first place. Credence goods differ from experience

goods (Nelson, 1970), in which customers do observe a product’s quality after consuming it.

In the case of credence goods, there is one subset of customers that does eventually learn the

quality of the good: namely, customers who refused to consume it. For example, if a patient
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refuses to undertake a procedure recommended by a doctor but subsequently faces no medical

issues related to the diagnosed problem, the patient may conclude that the doctor suggested an

unnecessary treatment. In a recent paper, Fong et al. (2022) show that, in a dynamic setting, such

strategic refusal of treatment can lead to a functioning market (although not an efficient one).

Nowadays, many customers choose doctors and other experts with the assistance of online

review platforms, such as Yelp.com and RateMDs.com. Expert ratings on these platforms depend

on customer reviews. Since reviews are mostly posted by recent customers, however, the customers

who post reviews are often those who indeed received the suggested treatment, and thus have

an opinion about it; untreated customers have little information on which to base a review. For

example, consider a patient who visits a doctor for an annual checkup. The doctor might diagnose

a problem which, if left untreated, may lead to a future medical issue. In the short run, however,

even if the patient were to refuse treatment, the patient may not be able correctly assess the

severity of the problem, or even notice its presence. In this case, the patient would not be able

to determine whether or not the doctor recommended a necessary treatment, and therefore would

have no current information on which to base a review.

In effect, such review platforms are often populated mostly by reviews posted by treated cus-

tomers. For credence goods, however, these are precisely the customers who cannot infer whether

the treatment was necessary. In this paper we formalize the resulting dilemma, and show that when

only treated customers post reviews there is a breakdown of the market, and no trade can occur.

Next, we introduce the notion of a partial credence good. This is a good with the property

that, if a customer accepts treatment and the expert provides it, then the expert may subsequently

be able to provide evidence of the treatment’s necessity. For example, after surgery for the removal

of bladder stones (transurethral cystolitholapaxy), a doctor can show the removed stones to the

patient. After replacing an engine part, an auto mechanic could show the customer that the replaced

part was worn out. But lay patients or customers are not always able to accurately judge what

they see, so this kind of evidence may be imperfect.

In this paper we model such evidence, and assume that whether or not evidence was provided

after treatment is shared on the review platform and observed by future customers. We consider

different kinds of evidence: (i) perfectly accurate evidence; (ii) evidence with false positives—always
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produced when treatment was necessary, but sometimes also produced when it was not necessary;

and (iii) evidence with false negatives—never produced when treatment was unnecessary, but only

sometimes produced when it was necessary. Finally, we also consider the general case—a hybrid of

(ii) and (iii)—where there are both false positives and false negatives.

The first two cases serve as benchmarks. The first corresponds to experience goods, and here

there exists an efficient equilibrium. We show that, in the second case, if the expert is sufficiently

patient then there also exists an efficient equilibrium. The third and general cases are the focus of

our paper. Here we show that there is a bang-bang solution: there is either a complete breakdown

of the market or there exists an efficient equilibrium. Furthermore, we identify an inequality that

is a necessary and sufficient condition for the existence of trade in equilibrium.

For our necessary condition, we first prove Theorem 1, wherein we bound from above the

expected utility of the expert in any equilibrium in which trade occurs. Proposition 3 then shows

that, if our inequality holds in one direction, the expected utility identified in the theorem is

negative, implying that there is no trade in equilibrium.

For our sufficient condition, Proposition 4 shows that when our inequality holds in the opposite

direction then there exists an equilibrium with trade. In particular, in the proof of Proposition 4 we

construct an equilibrium that is both efficient and yields to the expert the maximal utility identified

in Theorem 1. This equilibrium consists of two phases—a regular phase and a punishment phase—

and players alternate between the two. In the regular phase, the expert posts the maximal price

to extract all the surplus, and recommends only necessary treatments. If at some point the expert

is unable to provide evidence, players enter the punishment phase. In the punishment phase the

expert still only recommends necessary treatments, but posts much lower (and possibly negative)

prices. The expert returns to the regular phase after providing evidence. In the punishment phase,

which occurs with positive probability in equilibrium, customers obtain positive surplus.

Our results allow us to derive some interesting comparative statics. Consider the general case

in which the evidence has both false positives and false negatives. Denote by β the probability that

evidence is provided after treating a problem that actually requires treatment (the true-positive

rate), and by γ ≤ β the probability that evidence is produced after providing unnecessary treatment

(the false-positive rate). We show that, in the expert-optimal equilibrium, the expert’s utility is
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increasing in β but decreasing in γ. That is, the expert would like the probability of correct evidence

to be as high as possible, and the probability of misleading evidence to be as low as possible. The

latter is equivalent to evidence being more informative—conditional on obtaining evidence, the

customer infers a higher probability of treatment having been necessary. The expert’s utility is

maximized when β = 1 and γ = 0, a baseline case that is equivalent to an experience good.

Customer utilities change in exactly the opposite direction—their utilities decrease with β and

increase with γ. However, when β is too low or γ too high, customer utilities jump discontinuously

and non-monotonically to 0, as then there no longer exists any equilibrium in which trade occurs.

Thus, customers prefer intermediate values of β and γ, balancing the ability of the expert to extract

most of the surplus with the existence of a functioning market.

Related literature There is a vast literature on credence goods—see Dulleck and Kerschbamer

(2006) for a thorough survey of earlier work and Balafoutas and Kerschbamer (2020) for more

recent contributions.

The paper most-closely related to ours is that of Fong et al. (2022), who study a dynamic

credence goods market that may involve both over-treatement and under-treatment. Fong et al.

(2022) show that, if customers occasionally refuse treatment, experts can build trust. This allows

for equilibria in which trade occurs, although the equilibria are never efficient. More specifically,

Fong et al. (2022) identify two equilibria, and show that, depending on parameters, one of them is

always most efficient (and optimal for the expert). The first equilibrium is one in which customers

sometimes refuse treatment even though the expert recommends it; the second is one in which

the expert treats all customers. In our paper we adopt the model of Fong et al. (2022), with two

modifications. First, we suppose that only the history of treatments is public, rather than the entire

history. With this modification, the two equilibria identified by Fong et al. (2022) no longer work,

and in fact there is no longer trade in any equilibrium. Our second modification is to introduce

noisy evidence.

Other related papers on markets for credence goods include Taylor (1995), in which a customer

lives in continuous time and chooses the optimal time intervals to perform a costly diagnosis. In Ely

and Välimäki (2003), preferences of the expert are not known to a customer, and the expert seeks
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to maintain her reputation. In Bester and Dahm (2018) the expert can provide several treatments

to the same customer, where the result of the previous treatment is observed only with noise.

Another related paper is that of Pitchik and Schotter (1987), in which there exists an equilibrium

of the one-shot game where the supplier provides treatment with positive probability. In our setting

(as in Fong et al., 2022), the cost of treatment is sufficiently high, so there is no trade in the one-shot

game.

Some papers analyze the effects of competition between experts on credence goods markets.

Related papers include Emons (1997), where there is competition among several suppliers. Experts

may have an incentive to tell the truth if customers can ask for another opinion (Wolinsky, 1993,

1995). In Pesendorfer and Wolinsky (2003) the customer chooses one expert among many, and the

expert decides whether to invest effort in obtaining a correct diagnosis of a problem. In our paper

we focus on a monopolist expert, but we argue in the conclusion that a market breakdown will not

be remedied by competition.

Another way to discipline experts in a repeated game is to provide customers with the full

history of expert-customer interactions. For example, in the model of Frankel and Schwarz (2014)

there are many experts, and customers observe the full history. Whenever major treatment is

provided by an expert, this reduces the probability that a customer will approach the same expert

in the next period.

As for experience goods, see Hörner (2002) for a model in which sellers are disciplined to provide

high quality products. For a review of the literature on the reputations of sellers of experience goods

see Bar-Isaac and Tadelis (2008).

The literature on evidence games goes back to Grossman and Hart (1980), and, more recently,

includes papers such as Kartik and Tercieux (2012), Hart et al. (2017) and Ben-Porath et al. (2019).

In this literature an agent can disclose some truthful evidence, but can also choose to conceal it.

In our model, in contrast, this evidence is not necessarily available.

For our sufficient condition for non-trivial equilibrium existence in the general case we construct

an equilibrium. The punishment strategy used in our construction, in which customers punish the

expert by only accepting a low price for some limited number of rounds, resembles that of Green and

Porter (1984). Green and Porter study a cartel of firms, where a deviation from the cartel strategy
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is punished by other firms by their imposition of lower prices, but also only for a limited number of

rounds. However, in their model the price is both a signal about deviation and a punishment tool.

Furthermore, firms must coordinate the length of the punishment. In our paper, the punishment

phase lasts until the expert provides evidence that treatment was necessary, and this is independent

of the price and does not depend on coordination between customers.

Many lab or field experiments show that overtreatment and overpricing are real problems in

credence goods markets. For example, a field experiment by Gottschalk et al. (2020) finds an

overtreatment recommendation rate of 28% in the market for dental care.

2 Model

We adopt the model of Fong et al. (2022) but introduce two major changes—partial histories and

the possibility of evidence—to be described below.

There is an expert who provides some treatment to customers. Time is discrete and infinite,

and in each period a new customer arrives and consults the expert. Each customer has a serious

problem with probability α and a minor problem with probability 1− α. Customers do not know

which problem they have; the expert, on the other hand, can accurately diagnose the problem at

zero cost.

The expert can provide a treatment for the problem, and the treatment is identical regardless of

the problem’s severity. When a customer shows up, the expert posts a price p for the treatment, and

the customer decides whether or not to consult with the expert. If the customer does consult then

the expert diagnoses the problem, and informs the customer of the problem’s severity (although

not necessarily truthfully). The customer decides whether or not to accept treatment at the posted

price. If the customer does not accept the offer, the treatment is not provided, and the expert’s

payoff is 0. The customer’s payoff depends on the severity of their problem: it is −ℓm if the problem

is minor, and −ℓs < −ℓm if the problem is serious. This payoff is realized ex-post by the customer,

and is his private information. If the offer is accepted and the treatment provided, the expert’s

payoff is p− c for treating the serious problem, and p− c+ ε for treating the minor problem. Here,

c and c− ε are treatment costs for the serious and minor problem, respectively. Regardless of the
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problem’s severity, the customer’s payoff in this case is −p, and so they they never learn whether or

not their problem was actually serious. Finally, we assume that the expert’s payoff is discounted,

with discount factor δ < 1.

We make two assumptions about the parameters in the model. First, we assume that ℓm <

c−ε < c < ℓs. This assumption implies that it is efficient to treat only the serious problem. Second,

we assume that αℓs+(1−α)ℓm < c. This assumption implies that, if a customer only has the prior

belief about the severity of their problem, then they prefer not to receive the treatment if the price

is above c.

The model as described thus far is identical to that of Fong et al. (2022). We now specify the

two differences that are the focus of our paper. First, we assume that, after treatment has been

provided, with some probability the expert can produce evidence that supports the claim that the

problem was serious. In particular, we assume that if treatment is provided for the serious problem,

then with probability β evidence that the problem was serious is supplied. If treatment is provided

for the minor problem, then with probability γ ≤ β (misleading) evidence that the problem was

serious is supplied.1

Note that if β = γ = 0 or β = γ = 1, then this is no different from the model of Fong et al.

(2022). If β = 1 and γ = 0, then, as we describe below, the model captures experience goods rather

than credence goods. The focus of our paper is on the intermediate cases in which β ∈ (0, 1) or

γ ∈ (0, 1).

The second difference with respect to the model of Fong et al. (2022) is the following. Instead of

assuming that the full history of prior treatments is available to customers (as in Fong et al., 2022),

we assume that the public history is partial: In particular, we assume that customers observe the

prices and the presence or absence of evidence only for prior customers who opted to receive treat-

ment. There is no information about prior customers who chose not to receive treatment. Formally,

let sc : H × R × {T, I} 7→ {A,R} denote a strategy of the customers, where H denotes the set of

public histories, the second parameter is the price offered, {T, I} are the expert’s recommendations

(treat or ignore, with the latter equivalent to recommending non-treatment), and {A,R} are the

1We assume for simplicity that customers observe the evidence whenever it is is supplied. Our results remain
unchanged if the expert can strategically choose whether or not to share the evidence when it is supplied, since it is
always in the expert’s best interest to share it.
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customer’s possible decisions on being offered treatment (to accept or refuse it). The set of public

histories is H = (R× {0, 1})∗, where each h ∈ H is a finite sequence h = {(pk, ek)}k that consists

of prior customers who accepted treatment. Here, pi is the price offered to the i’th customer who

accepted treatment, ei = 1 if evidence was provided to that customer, and ei = 0 if no evidence

was provided.

As an example of what partial histories imply, suppose the public history is some h, a new

customer arrives, and chooses to refuse treatment. Then the next customer who shows up faces the

exact same public history h. In particular, there is no sense of time, and customers cannot infer how

many untreated customers preceded them. In our model this is a behavioral assumption, captured

by the definition of sc. It appears to us quite natural in the context of online review platforms,

where reviews are often posted only sporadically, and may not even appear chronologically.

In contrast to the customers, the expert has additional information about the history. In

particular, we assume the expert knows the full history, which includes the public history but

also the history involving customers who refused treatment (this is the standard assumption). We

denote this full history by (h, r), where h is the public history and r is the rest of the full history

not included in h. We note, however, that it will never be beneficial for the expert to use different

strategies on different full histories with the same public history (see Claim 2 below).

For the remainder of the paper, we call an expert honest if she recommends treatment when

the problem is serious and recommends non-treatment if the problem is minor. In all other cases

the expert cheats. Throughout, we use perfect Bayesian equilibrium as the solution concept.

3 Benchmark Cases

We begin our analysis with a few benchmark cases. We first consider the static, one-shot game in

which there is only one period and so the expert has no concern for the future. Fong et al. (2022)

show that here the market collapses, and the unique equilibrium is one where there is no trade.2

In our model with evidence the same result holds, since evidence is potentially provided only after

2The intuition is the following: In order for the expert to treat the serious problem, the price must be higher
than c. If the customer accepts treatment at this price, however, then the expert will recommend treatment to both
kinds of problem. However, in this case the customer’s expected loss conditional on being recommended treatment
is αℓs + (1− α)ℓm < c, and so they will refuse treatment.
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the game is over, and so can have no effect on equilibrium considerations.

We next consider three dynamic benchmark cases: no evidence, perfect evidence, and false

positives only.

3.1 No Evidence

We consider the case of no evidence, where either β = γ = 0 or β = γ = 1. This differs from

the model of Fong et al. (2022) only in the assumption that histories are partial. However, this

difference has a large impact on the possible equilibria, and in fact leads to a complete breakdown

of the market.

Proposition 1. If there is no evidence, then there is never any trade in equilibrium.

Proof. Since no evidence is provided by the expert, customers’ strategies depend only on the prices

offered to prior treated customers. Suppose towards a contradiction that there is an equilibrium

in which trade occurs—namely, the expert treats some customer with positive probability. This

equilibrium must yield the expert nonnegative utility, since otherwise she would deviate and not

treat any customer (for example, by always posting a price p > ℓs). Thus, there must be some

history on which the expert posts a price p ≥ c− ε and offers to treat the customer’s problem with

positive probability, and on which the customer accepts treatment with positive probability. Let

h∗ be one such history, and denote by p∗ the price posted by the expert on this history.

Now, if p∗ ≥ c, then, like the static setting, the expert will recommend treatment to both types

of problem. In this case, however, the customer’s expected loss conditional on being recommended

treatment is αℓs+(1−α)ℓm < c, and so they will always refuse treatment. This is a contradiction.

If, on the other hand, p∗ ∈ [c − ε, c), then the expert loses money on treating the serious

problem. If in this equilibrium the expert recommends treatment only for the minor problem, then

the customer will never accept, since ℓm < c− ε. If the expert recommends treatment also for the

serious problem, then she can profitably deviate (undetected) by recommending treatment only

when the problem is minor. In either case, this is a contradiction.

It is interesting to note that neither of the equilibria identified by Fong et al. (2022) can be

sustained when there are partial histories. First, the equilibrium in which customers sometimes
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refuse treatment even though the expert recommends it will not work here, because non-treatments

are not recorded in history. Second, the equilibrium in which the expert treats all customers at a

price that is the average cost (given the prior about the seriousness of the problem) will not work,

because the expert will deviate and only treat the minor problem. Again, this will not be noticed,

since non-treatments are not part of the history.

3.2 Perfect Evidence

If there is always evidence for the serious problem, and never evidence for the minor problem, then

the problem essentially reduces to an experience good. A corollary of Proposition 2 below is that,

in this case, there exists an efficient equilibrium as long as δ < 1 is sufficiently large.

3.3 False Positives Only

Now suppose that when the problem is serious, there is always evidence (β = 1), but when the

problem is minor, there is evidence only with probability γ < 1. In this case, for a sufficiently

large discount factor, we can recover full efficiency. The equilibrium that achieves this basically has

customers punishing forever (by avoiding treatment and playing the static equilibrium) whenever

the expert, at some point, recommends treatment but fails to produce evidence.

Proposition 2. Let β = 1 and γ < 1. Then exists δ∗ such that if δ > δ∗, then there exists an

efficient equilibrium.

Proof. Consider the strategy profile in which the expert always posts price ℓs, and makes honest

recommendations. Customers accept the treatment when offered as long as the history is such that

evidence has always been provided—namely, ei = 1 for all i in the history. If the history contains

some customer for whom ei = 0, then players play the static no-trade equilibrium. That is, if the

expert recommends treatment but fails to produce evidence, she is “punished” forever.

Clearly, the expert acts honestly if the problem is serious. If the problem is minor, by deviating

to cheating the expert’s one-shot payoff is ℓs − c + ϵ. But then with probability 1 − γ she cannot
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produce evidence, in which case she is punished. In particular, she loses the entire future payoff of

δ
∞∑
k=0

αδk(ℓs − c) =
αδ(ℓs − c)

1− δ
.

For sufficiently high δ we have ℓs − c + ϵ < (1 − γ)αδ(ℓs−c)
1−δ , in which case the deviation is not

profitable.

Note that there is a discontinuity at the γ = 1 point. As long as γ < 1, Proposition 2 states

that there is an efficient equilibrium when the expert is sufficiently patient. If γ = 1, however, then

by Proposition 1 there is no trade in any equilibrium.

4 False Negatives

In the rest of the paper we consider the False Negatives case, where the serious problem has

evidence with probability β ∈ (0, 1). Observe that, in this setting, the punishment strategy used

in the proof of Proposition 2 no longer works, because even an honest expert will at some point

recommend treatment but fail to produce evidence. Furthermore, in this setting the existence of

any equilibrium profile other than the trivial no-trade one is no longer guaranteed. In this section

we sharply characterize what can be guaranteed, and when.

We begin with some preliminary properties of equilibria in our setting. We then state and

prove Theorem 1, which bounds the expert’s utility in any equilibrium. As a direct implication

of the theorem, in Proposition 3 we then identify a necessary condition for the existence of a

non-trivial equilibrium.3 In Proposition 4 we then show that, when δ < 1 is large enough, the

necessary condition is also sufficient. Furthermore, it is not only sufficient for the existence of just

any non-trivial equilibrium, but rather for the existence of an efficient equilibrium. The proof of

Proposition 4 is by construction—we construct an efficient equilibrium, and in particular one in

which the expert’s utility meets the utility bound from Theorem 1.

3A trivial equilibrium is one where the customer is never treated.
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4.1 Preliminaries

We begin by establishing two properties of equilibria in our game: that there is no benefit to the

expert of including wasted rounds, and that we can assume the expert’s strategy depends only on

the public history.

First, define a wasted round as one where, with probability 1, no trade occurs. For example,

this can occur if the expert’s strategy is to post a price p > ℓs, in which case the customer will

certainly refuse treatment, or if the expert’s strategy is to never recommend treatment.

Claim 1. If some history (h, r) is a wasted round, then the expected utility of the expert starting

at that history is 0.

Proof. Fix some equilibrium profile s = (sE , sc), and suppose that, at some history (h, r), the round

is wasted. Suppose first that the expected utility of the expert under s starting at history (h, r)

is positive. Since the utility at a wasted round is 0, this positive utility is obtained in subsequent

rounds, and is discounted by δ < 1. However, in this case eliminating the wasted round and starting

in the subsequent round is strictly beneficial to the expert, as she avoids the discounting. Observe

that the customer does not notice this change, since the wasted round is not recorded in the public

history. Thus, elimination of the wasted round is a profitable deviation, and so this case cannot

occur in equilibrium.

Suppose next that the expected utility of the expert under s starting at history (h, r) is negative.

In this case, again, the expert has a profitable deviation—namely, to henceforth treat no customers

(for example, by always setting price p > ℓs), leading to utility 0. Thus, this case also cannot occur

in equilibrium.

The only history in which a wasted round can occur in equilibrium is thus one where the

expected utility of the expert is 0.

Second, recall that, while the customers’ strategy sc depends only on the public history h, the

expert’s strategy may depend on the full history (h, r), where r is the history of prices and types

of non-treated customers. However, in equilibrium it is sufficient for the expert to rely only on the

public history:
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Claim 2. If there is an equilibrium s = (sE , sc) in which sE(h, r) ̸= sE(h, r
′) for some h and r ̸= r′,

then the profile s′ = (s′E , sc), in which s′E is equivalent to sE except that s′E(h, r
′) = sE(h, r), is

also an equilibrium.

Proof. The expected utility of the expert under s at history (h, r) must be equal to her expected

utility at history (h, r′), for otherwise the expert would deviate and play the one that yields the

higher utility in both cases. Since the expected utility is the same, the expert is indifferent between

playing one or the other, and so, in particular, it is an equilibrium to play the same one in both

cases.

Given Claim 2, we will henceforth assume that the expert’s strategy depends only on the public

history.

Next, recall that β is the probability that there is evidence after treating the serious problem,

and γ is the probability that there is evidence after treating the minor problem. Intuitively, if

β = γ, then there is again no benefit to evidence:

Claim 3. If β = γ then there is no non-trivial equilibrium.

Proof. If β = γ then, for every history, if treatment is provided there is evidence with the same

probability for both the serious and minor problems, thus leading to the same distributions over

subsequent histories. Recall that the cost of treatment is lower for the minor problem, namely,

c − ε rather than c. If in equilibrium, for some history, the expert recommends treatment for the

serious problem with positive probability, then she recommends treatment for the minor problem

with certainty. Therefore, if the expert recommends treatment, the customer assigns probability at

most α to the problem being serious, and so the customer’s expected loss due to non-treatment is

at most αℓs+(1−α)ℓm. Furthermore, if the expert recommends treatment for the serious problem,

then in equilibrium, the posted price must be at least c—otherwise, the expert will deviate, and

only offer treatment for the minor problem. But since αℓs +(1−α)ℓm < c, at any such history the

customer refuses treatment.

We will henceforth focus on the setting where 1 > β > γ ≥ 0.
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4.2 Main Theorem

We begin with our main theorem, which bounds from above the expected utility of the expert in

any non-trivial equilibrium.

Theorem 1. Let 1 > β > γ ≥ 0. In any non-trivial equilibrium, the expert’s expected utility is at

most

Umax =
α(β − γ)(ℓs − c)− α(1− β)ε

(1− δ)(1− γ)

We note that this upper bound on the expert’s utility is tight: As shown by Proposition 4

in Section 4.4 below, if there exists a non-trivial equilibrium, then there exists one in which the

expert’s utility is equal to Umax.

A proof of the theorem appears in the Appendix, but the main idea is the following. Suppose

for simplicity that γ = 0. Now, fix any non-trivial equilibrium, as well as a public history h for

which expert’s utility starting at h is (almost) maximal. Suppose at history h the expert posts

price p. Let h1 be the history h, but with an additional treated customer with evidence, and let

h0 be the history h, but with an additional treated customer with no evidence. Finally, let U , U1,

and U0 be the expert’s utilities starting at h, h1, and h0.

In Lemma 1 we show that the expert’s strategy at h must include honesty in its support. This

then implies that, when a customer with the minor problem shows up, the expert weakly prefers

recommending non-treatment (and so getting utility δU) to recommending treatment and getting

a lack of evidence onto the public history (and getting utility p−c+ε+δU0). This weak preference

implies the upper bound U0 ≤ U − p∗−c+ε
δ . In addition, since h is chosen so that U is maximal, we

also have the upper bound U1 ≤ U .

Finally, we can write the expert’s utility as

U ≤ α(p− c) + α(1− β)δU0 + αβδU1 + (1− α)δU.

Put this together with the upper bounds on U0 and U1 yields U ≤ Umax.
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4.3 Necessary Conditions for Non-Trivial Equilibrium Existence

In this section we identify a necessary condition for the existence of a non-trivial equilibrium.

Proposition 3. If

ε >
(β − γ)(ℓs − c)

1− β
(1)

then, for any δ < 1, there is no non-trivial equilibrium.

The proposition is a direct implication of Theorem 1:

Proof. Suppose towards a contradiction that there is a non-trivial equilibrium. By Theorem 1 and

Equation (1), the expert’s expected utility in this equilibrium is at most

α(β − γ)(ℓs − c)− α(1− β)ε

(1− δ)(1− γ)

<
α(β − γ)(ℓs − c)− α(1− β) (β−γ)(ℓs−c)

1−β

(1− δ)(1− γ)

= 0.

In this case, however, the expert has a profitable deviation, which is to never treat any customer

(for example, by always setting a price p > ℓs), leading to utility 0.

To understand condition (1), suppose that γ = 0, that δ = 1, that the expert always posts the

maximal price ℓs, and that the expert is honest. In this case, the expected utility of the expert

until the first time she recommends treatment and is unable to provide evidence is

∞∑
k=0

(1− α(1− β))kα(ℓs − c) =
ℓs − c

1− β
. (2)

On the other hand, if the expert were to deviate and recommend treatment for the minor

problem, her immediate utility would be ℓs − c + ε. In either case, the expert ends up roughly in

the same place: with a history in which she recommends treatment, but has no evidence. If her

immediate utility from lying is higher than (2), then she will always lie, and so there will never be

15



any treatment in equilibrium. Observe that the inequality

ℓs − c+ ε >
ℓs − c

1− β

reduces precisely to (1) for a case γ = 0.

4.4 Sufficient Conditions for Non-Trivial Equilibrium Existence

In this section we show that the necessary condition identified in Proposition 3 is also sufficient,

when δ < 1 is large enough. Furthermore, the condition is actually sufficient to guarantee the

existence of an efficient equilibrium, and in particular one in which the expert’s utility is maximal

(over all equilibria, not just efficient ones).

Proposition 4. If

ε <
(β − γ)(ℓs − c)

1− β
(3)

then there exists an efficient equilibrium whenever δ < 1 is at least

δ∗ =
ℓs − c+ ε

(1 + α(β − γ)) (ℓs − c) + (1− α(1− β)) ε
.

Furthermore, in this case there exists an efficient equilibrium in which the expert’s utility is the

maximal Umax.
4

In words, the proposition states that, for a sufficiently patient expert, as long as the cost

difference between treating the serious and the minor problem is not too large (and so the benefit

of cheating by over-treatment is not too large), an efficient equilibrium exists. Alternatively, for

fixed cost difference, an efficient equilibrium exists as long as the probability β of obtaining evidence

and the difference in probabilities β − γ between obtaining evidence from the serious problem and

from the minor problem are sufficiently high.

A proof of the proposition appears in the Appendix, but the main idea of the construction

consists of the following punishment strategy of the customers. In the first period of the game

4Note that if (3) holds, then δ∗ < 1.
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the expert is in the regular phase, wherein customers accept the treatment if and only if the price

offered is equal to ℓs. If treatment is provided but no evidence is supplied, then the expert enters a

punishment phase. In the punishment phase customers accept the treatment if and only if the price

offered is equal to a pre-defined q (which may be negative). The expert stays in the punishment

phase until she treats a customer and supplies evidence that the problem was serious. She then

returns to the regular phase. In response to this punishment strategy, the expert’s equilibrium

strategy is to post the relevant prices—ℓs in the regular phase and q in the punishment phase—and

recommend treatment only for customers with the serious problem.

4.5 Comparative Statics

Theorem 1 and our various propositions imply some simple yet interesting comparative statics on

the expert’s and customers’ utilities. For the expert, these comparative statics are straightforward:

Claim 4. In the expert-optimal equilibrium, the expert’s expected utility increases in β and de-

creases in γ. The expert’s maximal utility is attained when γ = 0 and β = 1.

The first sentence is immediate by Theorem 1. The second follows by the observation that when

γ = 0 and β = 1 (equivalent to an experience good), Proposition 2 implies that the expert obtains

positive utility of ℓs − c whenever a customer with the serious problem shows up. For other values

of γ and β < 1, the expert obtains this utility only in the regular phase, and obtains lower utility

in the punishment phase.

Customers’ utilities are exactly the opposite:

Claim 5. If there is a non-trivial equilibrium, then in an efficient, expert-optimal equilibrium, the

customers’ expected utility decreases in β and increases in γ.

This follows from the observation that, in an efficient, expert-optimal equilibrium, the only

question is who gets the surplus (not how much of it there is). Thus, customers’ utilities change in

exactly the opposite direction as those of the expert, and the latter are specified by Claim 4.

However, note that customers’ utilities are non-monotone, as well as discontinuous, in γ and β.

This can most easily be seen in the simple case of γ = 0. Here, when β = 1, customers’ utilities
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are 0, since the expert obtains all the surplus. As β decreases, customers’ utilities increase, and

they get some positive surplus from the punishment phase. However, when β is so low that (1)

holds, there is no non-trivial equilibrium, and customers’ utilities discontinuously jump back down

to 0. Similarly, if γ > 0 and β < 1 then increasing the former and decreasing the latter increases

customers’ utilities (by Claim 5). At some point, however, either (1) holds or γ = β, at which point

there is no longer a non-trivial equilibrium (by Proposition 3 or Claim 3) and utilities are 0.

5 Discussion

In this paper we studied credence goods in a dynamic setting, but where the history is partial and

contains only those customers who accepted the expert’s treatment. The fact that the history is

partial leads to a complete breakdown of the market. However, if the traded goods are partial

credence goods, in which treatment leads to a chance of evidence, then efficiency may be recovered.

In particular, we showed that if necessary treatments always lead to evidence, but unnecessary

treatments only sometimes do, then there is an efficient equilibrium when the expert is sufficiently

patient. On the other hand, if necessary treatments only sometimes lead to evidence, then there is

a bang-bang solution: either no non-trivial equilibrium exists, or an efficient one does, depending

on parameters.

Our ideas apply to two natural extensions of the model. First, suppose that the public history

is limited even further, and that the history of prices is never included. That is, the public history

includes, for each treated customer, whether or not evidence was provided, and nothing further. In

this case the punishment strategies described in the paper no longer work directly, but they can be

amended to yield the same result.

For example, consider the efficient equilibrium from Proposition 4. In this equilibrium, the price

offered must be ℓs or q depending on whether players are in the regular or punishment phase. Any

deviation from this price schedule leads to subsequent, everlasting punishment. If the prices are not

part of the history, however, then such a deviation may not be detected. However, a similar strategy

does work. In this case, the customer in the current round can infer whether or not they are in the

regular or punishment phase—in the former, the last treated customer was provided evidence, and
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in the latter, they were not—and so knows the price that should be charged in the current round.

If the price is different, the customer assumes that players play the static no-trade equilibrium.

The effect of this strategy is identical to everlasting punishment, since the next customer will make

precisely the same inference, as will the next, and so forth ad infinitum.

The second extension of the model involves the possibility of more than one expert, with a

focus on whether competition can alleviate the lack of a non-trivial equilibrium in the setting of

Proposition 3. Suppose, then, that there are n ≥ 2 experts, and consider the following model. At

each period of the game the experts post prices, and a customer, who observes the posted prices

and all experts’ public histories, consults with one. That expert then either recommends treatment

or non-treatment. Finally, if treatment was recommended then the customer can either accept or

reject. In the former case the customer is treated, after which the history of the treating expert

is updated with whether or not evidence was supplied. In the latter case the customer leaves the

market. Finally, payoffs of experts who are not chosen are 0 in the given round, and other payoffs

are as in the case of one expert.

In this model, the proofs of Theorem 1, and so Proposition 3, essentially go through as is. In

particular, Umax remains an upper bound on the utility of any expert in any non-trivial equilibrium.

In fact, the upper bound remains tight, as there always also exists an equilibrium where all experts

but one play the static-equilibrium strategy, the customer interacts only with the remaining expert,

and their strategies are as in the equilibrium of Proposition 4. Thus, if (1) holds, then there is no

non-trivial equilibrium, and competition is not a remedy for the market’s breakdown.

The model of competition just described fits the example from the introduction, in which a

patient chooses a doctor based on histories and prices for an annual checkup, and this doctor

may diagnose a problem with potentially long-term ramifications. An alternative model would be

one where the customer approaches multiple experts, obtains multiple recommendations, and then

chooses a course of action. If experts are unaware of other experts’ recommendations, then in this

alternative model there is always an efficient equilibrium even without evidence: The experts post

prices c, given honest recommendations, and the customer accepts treatment at random from the

experts with lowest prices if all experts recommended treatment, and leaves the market otherwise.

The problem becomes more interesting if customers incur search costs for seeking opinions from
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multiple experts (as in Wolinsky, 1993; Dulleck and Kerschbamer, 2006; Fong et al., 2022, for

example). We leave the analysis of such competition in the market for partial credence goods on

review platforms for future work.
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Appendix

Proof of Theorem 1. Suppose there is some equilibrium in which the expert treats at least one

customer. Suppose the expert’s strategy in this equilibrium is sE , and the customers’ strategies

are sc, and denote s = (sE , sc). Both sE and sc are functions of the public history of treated

customers—a history that, for each recorded interaction, includes the price and whether or not

evidence was provided. Furthermore, sE also depends on the types of problems of customers up to

and including the one in the current interaction. The full history for the expert includes both the

public history and this additional information.

For any public history h of the game, denote by sc|h the strategy of consumers starting at

history h, and by sc(h) the specific distribution over actions chosen by the customer at public

history h. Similarly, for any full history (h, r), denote by sE |(h, r) the strategy of the expert

starting at history (h, r), and by sE(h, r) the specific distribution over actions chosen by the expert

at full history (h, r). Observe that by Claim 2 we can assume without loss of generality that

sE(h, r) = sE(h, r
′) for any r and r′. We will thus henceforth drop the dependence of sE on r.

Let U = suph U(s|h) be the supremum of the expert’s possible utilities starting at any history

under profile s. Such a U exists, since δ is fixed and so the expert’s utility is bounded. Choose

an arbitrarily small η > 0 and a history h∗ for which U(h∗) ≥ U − η, and for which the round at

history h∗ is not wasted. If no such h∗ exists, and all histories h with U(h) ≥ U − η are wasted

then, by Claim 1, 0 ≥ U − η. This implies that U = 0, since η can be made arbitrarily small.

Furthermore, in this case all histories h that are not wasted satisfy U(h) < U − η < 0. However,

if such an h exists then the expert can deviate and refuse to treat customers, leading to utility 0.

Hence, in this case the equilibrium is trivial.

In the following, denote by h∗1 the history h∗ plus an additional customer who was treated and

for whom there was evidence (and any price posted to that customer). Similarly, denote by h∗0 the

history h∗ plus an additional customer who was treated and for whom there was no evidence (and

any price posted to that customer).

We now consider the game starting at history h∗. Suppose the expert has chosen price p∗, and

a customer has arrived. The strategy in the stage game, sE(h
∗), may be mixed, but we claim that
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it must contain the honest strategy in its support. Formally:

Lemma 1. When a customer with the serious problem shows up, sE(h
∗) recommends treatment

with positive probability, and when a customer with the minor problem shows up, sE(h
∗) recom-

mends non-treatment with positive probability.

Proof. First, suppose towards a contradiction that when a customer with the serious problem shows

up, sE(h
∗) always recommends non-treatment. If when a customer with the minor problem shows

up, sE(h
∗) also always recommends non-treatment, then this is a wasted round, contradicting our

choice of h∗. Suppose instead that when a customer with the minor problem shows up, sE(h
∗)

recommends treatment with positive probability. In order for this customer to accept treatment,

we must have p∗ ≤ ℓm.

Since the expert recommends treatment to minor problems in equilibrium, the expert must

weakly prefer treating such problems to refusing treatment. Note that in the former case the

resulting public history is h∗0 with probability 1 − γ and h∗1 with probability γ, whereas in the

latter it remains h∗ with probability 1. For ease of notation, denote by U = U((sE , sc)|h∗), by

U1 = U((sE , sc)|h∗1), and by U0 = U((sE , sc)|h∗0) This preference implies that

δU ≤ (p∗ − c+ ε) + δ(1− γ)U0 + δγU1 ≤ (p∗ − c+ ε) + δU + δη,

where the second inequality follows from the assumptions that U ≥ U − η and that U0 ≤ U and

U1 ≤ U . This implies that 0 ≤ p∗ − c + ε + δη. However, since p∗ ≤ ℓm and ℓm < c − ε, we have

that p∗ − c+ ε < 0, and so p∗ − c+ ε+ δη < 0 for sufficiently small η > 0. This is a contradiction.

Next, suppose towards a contradiction that when a customer with the minor problem shows up,

sE(h
∗) always recommends treatment. This implies that, when offered treatment, the customer’s

posterior about the probability of a serious problem is at most the prior α. In order for this

customer to accept treatment, it must thus be the case that p∗ ≤ αℓs + (1− α)ℓm.

Since, by the above, the expert sometimes recommends treatment to serious problems in equi-

librium, the expert must weakly prefer treating such problems to refusing treatment. Note that in

the former case the resulting public history is either h∗0 or h∗1, whereas in the latter it remains h∗.
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This preference implies that

δU ≤ (p∗ − c) + δβU1 + δ(1− β)U0 ≤ (p∗ − c) + δU + δη,

and so

0 ≤ p∗ − c+ δη.

However, since p∗ ≤ αℓs + (1− α)ℓm < c, we have that p∗ − c+ δη < 0 for sufficiently small η > 0.

This is a contradiction.

Next, consider the strategy s′E in which the expert plays sE , except that she plays the pure,

honest strategy at history h∗. Since the honest strategy is in the support of sE(h), it must be the case

that U((s′E , sc)|h∗) ≥ U((sE , sc)|h∗). For ease of notation, let us now denote by U = U((s′E , sc)|h∗),

by U1 = U((s′E , sc)|h∗1), and by U0 = U((s′E , sc)|h∗0). Finally, denote by p∗ the price the expert

charges at history h∗, and note that p∗ ≤ ℓs. By the choice of h∗, we have that U0 ≤ U + η and

U1 ≤ U + η. We now compute an upper bound on U .

Consider the expert’s incentives when a customer with a minor problem shows up. By the

choice of h∗, we know that U1 ≤ U + η. Now, if the expert is honest, then she will recommend

non-treatment, leading to the end of the round, and so to expected utility δU . If she lies and

recommends treatment, then she gains at most p∗ − c+ ε in the current round, plus utility δU0 in

the rest of the game if there is no evidence and δU1 in the rest of the game if there is evidence. Since

honesty is in the support of the equilibrium, we must have that δU ≥ p∗−c+ε+δ(1−γ)U0+δγU1,

and so

U0 ≤
U − γU1

1− γ
− p∗ − c+ ε

δ(1− γ)
.
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Now,

U = α(p∗ − c) + α(1− β)δU0 + αβδU1 + (1− α)δU

≤ α(p∗ − c) + α(1− β)δ

(
U − γU1

1− γ
− p∗ − c+ ε

δ(1− γ)

)
+

αβ(1− γ)δU1

1− γ
+ (1− α)δU

≤ α(p∗ − c) +
α(1− β)δU

1− γ
− αγδU1

1− γ
+

αβγδU1

1− γ
+

αβ(1− γ)δU1

1− γ
− α(1− β)(p∗ − c+ ε)

1− γ
+ (1− α)δU

= α(p∗ − c) +
α(1− β)δU

1− γ
+

α(β − γ)δU1

1− γ
− α(1− β)(p∗ − c+ ε)

1− γ
+ (1− α)δU

≤ α(p∗ − c) +
α(1− β)δU

1− γ
+

α(β − γ)δ(U + η)

1− γ
− α(1− β)(p∗ − c+ ε)

1− γ
+ (1− α)δU

=
α(β − γ)(p∗ − c)

1− γ
− α(1− β)ε

1− γ
+

α(β − γ)δη

1− γ
+ δU,

and so

U ≤ α(β − γ)(p∗ − c)− α(1− β)ε+ α(β − γ)δη

(1− δ)(1− γ)
. (4)

Since p∗ ≤ ℓs in any equilibrium, and since (4) holds for any η > 0, it must be the case that

U ≤ α(β − γ)(ℓs − c)− α(1− β)ε

(1− δ)(1− γ)
,

as claimed.

Proof of Proposition 4. Consider the strategy profile in which the expert is honest, and charges

price p = ℓs in the regular phase and price q (to be determined) in the punishment phase. Customers

always follow the expert’s advice as long as she has charged the appropriate price p or q in the past

for treatments. If not, then both players are assumed to play the static equilibrium in this period.

Importantly, from the history, each customer can deduce whether the expert was in the regular

phase or in the punishment phase at each point in time, and so can deduce the appropriate price

at that point. This is the only use of the history in this equilibrium.

Denote by UR the expected utility of the expert in the regular phase, and by UP her expected
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utility in the punishment phase. These are equal to

UR =
∞∑
k=0

(1− α(1− β))k δkα(ℓs − c) +
∞∑
k=0

(1− α(1− β))k δkα(1− β)δUP

=
α(ℓs − c) + α(1− β)δUP

1− δ(1− α(1− β))
(5)

and

UP =
∞∑
k=0

(1− αβ)k δkα(q − c) +
∞∑
k=0

(1− αβ)k δkαβδUR

=
α(q − c) + αβδUR

1− δ(1− αβ)
(6)

We will choose q so that

UP = UR − ℓs − c+ ε

δ(1− γ)
(7)

(below we show that this is possible). Plugging this into (5) yields

UR =
α(ℓs − c) + α(1− β)δ

(
UR − ℓs−c+ε

δ(1−γ)

)
1− δ(1− α(1− β))

,

and so (
1− α(1− β)δ

1− δ(1− α(1− β))

)
UR =

α(β−γ)(ℓs−c)
1−γ − α(1−β)ε

1−γ

1− δ(1− α(1− β))

and

UR =
α(β − γ)(ℓs − c)− α(1− β)ε

(1− δ)(1− γ)
. (8)

Observe that if (3) holds, then UR > 0. Observe also that UR → ∞ as δ → 1. Since UP =

UR− ℓs−c+ε
δ(1−γ) , we also have that UP → ∞ as δ → 1. More specifically, using (8) and (7) we see that,

if (3) holds, then UP ≥ 0 as long as

δ ≥ δ∗ =
ℓs − c+ ε

(1 + α(β − γ)) (ℓs − c) + (1− α(1− β)) ε
.
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We next calculate the value of q. Combining (6) with (7) yields

α(q − c) + αβδUR

1− δ(1− αβ)
= UR − ℓs − c+ ε

δ(1− γ)
.

We now simplify this expression, together with (8): First,

α(q − c)

1− δ(1− αβ)
= UR

(
1− αβδ

1− δ(1− αβ)

)
− ℓs − c+ ε

δ(1− γ)

= UR

(
1− δ

1− δ(1− αβ)

)
− ℓs − c+ ε

δ(1− γ)

=
α(β − γ)(ℓs − c)− α(1− β)ε

(1− δ(1− αβ))(1− γ)
− ℓs − c+ ε

δ(1− γ)
.

Thus,

α(q − c) =
α(β − γ)(ℓs − c)− α(1− β)ε

1− γ
− (ℓs − c+ ε)(1− δ(1− αβ))

δ(1− γ)

=
ℓs − c

1− γ

(
1− 1

δ
− αγ

)
− ε

1− γ

(
1

δ
+ α(1− β)− (1− αβ)

)
=

ℓs − c

1− γ

(
1− 1

δ
− αγ

)
− ε

1− γ

(
1

δ
− 1 + α

)

Thus, we get that the price q is equal to

q = c−
(
1
δ − 1 + αγ

)
(ℓs − c) + ε

(
1
δ − 1 + α

)
α(1− γ)

.

Furthermore, we can observe that

q − c+ ε = −
(
1
δ − 1 + αγ

)
(ℓs − c+ ε)

α(1− γ)
, (9)

which will be useful shortly.

Let us consider a possible deviation from honesty by the expert. First note that if δ ≥ δ∗ then

the expert cannot gain by refusing to treat a customer with the serious problem, neither in the
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regular phase nor in the punishment phase. This is because, in either case, the expert’s utility is

positive—either UR or UP . Refusing to treat a customer with the serious problem leads to utility

0 in the current stage, no change to the history, and so expected utility UR or UP from the next

stage onwards. Refusing to treat a serious problem thus implies the lower utility δUR < UR or

δUP < UP . Similarly, the expert cannot gain by choosing prices other than p and q in the correct

rounds, as these lead to the static equilibrium in which stage payoffs are 0.

Thus, the only potential deviation is to recommend treatment for a minor problem. Suppose

first that the expert considers such a deviation in the regular phase. In this case, the immediate

payoff to the expert is ℓs − c + ε. However, the expert now goes into the punishment phase with

probability 1 − γ, and so the total utility from the deviation is ℓs − c + ε + δ(1 − γ)UP + δγUR.

Without a deviation, the utility is δUR. By (7), the former is equal to the latter, and so this

deviation is not profitable.

Next, suppose the expert considers cheating by recommending treatment for the minor problem

in the punishment phase. Without the deviation, the expert’s utility would be δUP . With the

deviation, the expert’s utility is

q − c+ ε+ δγUR + δ(1− γ)UP .

This deviation is not beneficial as long as

q − c+ ε+ δγUR + δ(1− γ)UP < δUP

⇔ q − c+ ε+ δγUR + δ(1− γ)UR − (ℓs − c+ ε) < δUR − ℓs − c+ ε

1− γ

⇔ q − c+ ε < −γ(ℓs − c+ ε)

1− γ
,

where the first implication follows by plugging in (7), and the last inequality is true by (9).
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